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Settle into the average software company 
board meeting and you’ll hear packaged 

reports from sales, marketing, HR, and of course 
finance. The metrics are familiar, well-known and 
consistent from quarter to quarter and even from 
company to company: Cash on hand, spending by 
category, sales by vertical or region, deal pipeline 
per reseller or regional manager, and so on.  

But when it comes to R&D, which for a software 
company often makes up 25 percent of overall 
spending, many board directors and CEOs are 
on foreign ground. They’re not technologists, 
and software might be only one of three or 
four industries they’ve invested in. Rather 
than understandable reports about software 
development, they’re lucky to get an honest 
answer to questions like when a given product 
release will ship.  Worse yet, interactions with 
technical managers have become so limited, 
they might not even expect an R&D session at 
the board meeting.

Yet there’s no reason why your R&D leadership 
(often the CTO or VP of Engineering/Product) 
can’t provide a quantitative and informative 
update that helps you understand where the 
research and development budget is going, 
how effectively that budget supports corporate 
objectives, where the value lies in the company’s 
IP, and how well leadership is staffing and leading 
their team.  If you just nod respectfully when he 
rattles on about platforms, stacks, ecosystems 
and code bases rather than insist on actionable 
information, you’re not providing the oversight 
and counsel that you should.

Oversight and counsel can be more effective 
by answering as few as six key questions. Each 
addresses a business-critical R&D issue we’ve 
seen as vital during our time as development 
leaders and advisors at numerous software 
companies.  Following each question we lay 
out a sample exhibit that supports the answer, 
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followed by potential follow-up discussion points 
to further engage with R&D leadership.

Question 1: Are we creating the right 
amount of the right code?

Code represents the intellectual property of your 
company, and is thus something that your R&D 
organization must quantify and classify, even if 
such measurement is difficult and subjective 
There are many ways to quantify and qualify code 
These include executable lines, function points, 
screens and classes, volatility and complexity 
heuristics.  Some methods are more applicable 
than others depending on the type of software 
being built. No method is perfect, but all are 
better than no method.  

It’s important to measure your code inventory 
not only because it is an asset, but because it 
can also be a liability. This obligation to maintain 
the code is a short and long term liability of the 
company – also known as “technical debt”.  We 
recommend a software company categorize its 
code in three buckets.

The first is “base infrastructure”.  This includes 
the essential plumbing that holds the software 
together, but neither differentiates it in the 
marketplace nor provides any end user capabilities 
that are apparent to the end user. Often, this 
works under the covers and behind the scenes, 
such as the code that links a mobile app to a back-
end database, secures connections, or enables 
communications between applications.

The second bucket is “core capability,” which 
refers to the essential features and capabilities 
delivered to customers. In a mobile app, this 
might be a mapping function, or the ability to 
track family and friends in real time, including the 
user interface and associated actions that bring 
the app’s capabilities to life.
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The third bucket is the “differentiated capabilities” 
that deliver the product’s competitive and winning 
capabilities. This might be a unique, more elegant 
interface, a more complete real-time reporting 
system, support for specialized data sources, or 
proprietary algorithms.
     
The other dimension that can help identify the 
importance of the code to a product, as well as 
the technical debt it represents, is its volatility 
– how often it changes. The more volatile the 
code, the more risk it will introduce defects, and 
the more it will cost to maintain. Volatility is not 

always a sign of bad things, 
however. Code that is more 
volatile may be changing 
to meet the demands of a 
rapidly evolving market or 
in response to customer 
feedback.  In that case, 
it might be the “secret 
sauce” that differentiates a 
product and increases the 
value of the company, and 
is thus a sign of continued 
aggressive innovation. 

There’s a large and growing repository of high-
quality, well-tested open-source code available, 
some of  it supported by commercial companies 
and some supported only by volunteer 
communities.  Such code can often provide much 
of the “base infrastructure” and even some “core 
capability” functions. Your R&D organization might 
claim the code it developed for these functions 
is faster or more efficient than open source 
alternatives, but are those advantages worth the 
current and future costs?

A board or CEO can’t even 
begin to answer such 
questions without some 
visibility into the quantity 
and characteristics of the 
code being produced.   
One of the first measures, 
of course, is the quantity 
of code R&D has created, 
measured here (Figure 1) 
by thousands of lines of 
code (KLOC).

Figure 2 below is a more 
detailed inventory broken 
down by both volatility 
and bucket.
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Figure 1: Code creation and total code.

You might ask:
 » Are we devoting too much 

of our development effort 
to base infrastructure 
and core capability vs. 
differentiated capabilities?

 » Did we do a major revamp 
of our core capability in 
2013, and are we expecting 
growth in this category 
to slow in the future?

 » Why is so much of the 
newer core capability 
code changing so often 
and does it represent an 
excessive mid-term cost 
obligation to stabilize it? 

Figure 2:  Code inventory characterized by 
importance of the code and how rapidly it is changing.

You might ask:
 » Why did the amount 

of new code drop so 
sharply in 2013?

 » Was the team less 
productive or did it 
move on to activities 
that were adding value 
in ways other than 
code creation?

 » How do staffing 
levels relate to overall 
productivity?



Question 2:  How is technical debt 
being managed?

When you own a building or piece of equipment, 
you need to budget a certain annual amount for 
repairs and maintenance and for its eventual 
replacement. In the building industry that is often 
referred to as “funding depreciation”.  

The same is true for code. Over time, customers 
will demand new features that require interfaces 
to new systems and subsystems. Hackers will 
find security holes that have to be patched. And 
eventually, as computing and networking models 
change, it will become too expensive to fix the 
entire creaky edifice and it will be time for a 
rewrite or at least a repair and refactoring (a series 
of improvements to the structure of the code to 
improve its performance and maintainability). 
Either of these can absorb a significant share of 
R&D effort, reducing the resources available to 
meet market needs and compete as effectively 
as possible.

All of these deferred, but inevitable costs are 
examples of technical debt. Studies indicate 
this debt can rise to as high as $2-6 per line of 

code in an average R&D 
organization, which could 
amount to millions of 
dollars for many software 
companies.

Like any other debt, there 
is also an interest cost 
involved. With technical 
debt, the “interest” is the 
additional time and expense 
required to maintain and 
improve the code as it 
becomes more complex 
over time with new features 

and bug fixes.  If you don’t pay down the debt 

through regular repairs and periodic rebuilding, 
the interest cost grows and grows and eventually 
becomes unsustainable.

Question 3: Do we have the right 
team?

R&D leaders need far more than just technical 
chops. They need to be able to attract superior 
talent and coach them into effective teams.  In 
fact, in a recent survey we conducted, R&D 
leaders overwhelmingly named “attracting and 
retaining talent” as their number one challenge.

In addition, they need to decide how much and 
what type of work to source outside of the 
organization or offshore, and the right retention/
attrition mix to maintain in order to keep skills 
fresh without throwing the development team 
into turnover turmoil. We find attrition rates 
higher than 10-15 percent per year often result 
in unacceptable increases in training and 
onboarding costs.

Managing human capital is a balancing act 
amongst competing priorities – just the sort of 
thing CEOs and boards are paid to monitor and 
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Figure 3:  Technical debt measured by the effort 
required to do the remediation work, per category of 
code.

You might ask:
 » Why is our technical 

debt rising so much 
more quickly for 
core capabilities 
than for the more 
valuable differentiated 
capabilities?

 » What are we doing to 
reverse this trend?

 » What are the goals for 
reducing technical debt 
and how is progress 
being measured?  



oversee. Among the metrics to look for in a good 
R&D human capital dashboard are:

• Retention/attrition rate over time by location; 
• Average tenure over time (by location, by 

product team, etc.)
• Compensation levels compared to industry 

metrics;
• “Flight” data (why employees voluntarily 

leave and where they go); and
• Employee satisfaction metrics such as 

“Employee Net Promoter” scores. This 
metric is most often 
used to determine how 
likely customers are to 
recommend a company, 
product or service, but 
the “employee” version 
can help determine 
how likely employees 
are to lure their talented 
associates. 

Question 4: How are R&D efforts 
aligned with corporate objectives? 

While “aligning” R&D spending with corporate 
priorities might seem like an obvious goal, we’re 
always surprised by the number of companies 
where the entire R&D budget falls into the 
black box bucket of “development.” There’s no 
breakout of spending by product, much less by 
“innovation” vs. maintenance efforts.

Yet matching spending to corporate objectives 
requires just such a granular view. A start-up 
seeking to redefine a market or deliver cutting-
edge capabilities should be spending more 
on innovation than on maintenance. An older, 
established company with existing customers to 
satisfy (and a larger code base to maintain) should 
spend a larger percentage on maintenance.   
These different needs might also affect where the 
spending takes place. For example, “innovation” 
spending might be better done in-house closer 
to customers and senior management, while 
ongoing maintenance can often be undertaken 
by offshore teams.

Any reasonable R&D 
dashboard should thus 
include spending not only 
by product, but by various 
in-house development 
centers, as well as 
spending done onshore 
vs. offshore. It should 
also break out spending 
on major releases (Major), 
periodic feature releases 
(Minor), and primarily bug 
fix release (Maintenance), 
and do so on a product by 
product basis.  Note that even for SaaS products, 
while maintenance and feature releases tend 
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Figure 4:  The various types of attrition by job 
function over time.

You might ask:
 » Do you expect overall 

attrition to keep growing 
at this pace? Why or why 
not?

 » For our organization, at 
this point in our growth, 
what do you see as a 
dangerous attrition level, 
and why?

 » Are we losing our best or 
our worst performers?

 » Were those who left 
voluntarily truly voluntary 
or were they coached 
out?

You might ask:
 » Do you expect these 

trends to continue?
 » How have we assessed 

whether this increased 
spending on minor 
releases for both 
products is worth it 
to our most important 
customers? Overall, it 
appears that spending 
on major releases is 
less than half of all 
development spending. 



to be rolled together, the efforts and spend on 
the three categories can still be broken out and 
analyzed separately.

Question 5: How are we managing 
risk?

Even if a board member or CEO is not an expert 
in software development, he will understand 
which product releases are most critical to the 
organization. Thus, they should also understand 
the level of risk associated with each. This allows 
them to mitigate the situation by reallocating 
resources, delaying release dates or (if it is a 
management issue) replacing or supplementing 
R&D management.

Among the risk types a CEO and board need to 
monitor through reports or dashboards are:

• Team: Diversion of developers from new 
products the company has committed to 
deliver to “firefighting” - such as fixing 
problems for existing customers or 
developing proofs of concepts for prospects. 
While such diversion may be necessary in 
the short run, if it endangers product release 
deadlines senior management should know 
and decide what, if any, action to take.

• Technology: Uncertainties around new 
technology, such as the use of new hardware 
or new software “stacks” that may not 
perform as expected, or require more training 
time than predicted.

• Quality: The inability of most R&D 
organizations to thoroughly test software, 
thus either delaying releases or putting 
customer satisfaction in jeopardy. Defects 
found late in the game cost up to 100 times 
to fix than what they cost if found early – 
via added support, patches, and negative 
customer impact.

Figure 6 (next page) helps identify overall quality 
trends and risks, while Figure 7 drills deeper into 
risk quantification and qualification.

Question 6: Are we innovating 
enough?

In the software business, if you’re not innovating, 
you’re dead – or about to be. But how much of 
the R&D budget is actually going into those new, 
innovative products that create a new market or 
justify sustainable premium pricing? Companies 
lucky enough to have a popular “cash cow” 
product are particularly vulnerable, as it’s tempting 
to keep plowing money into maintenance and 
routine upgrades without planning for the next 
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Figure 5:  The amount of time R&D staff spent 
on various products over time – broken down by 
major feature release, minor features release, and 
maintenance release.

You might ask:
 » How does this compare with our 

competitors and industry standards?
 » Are we properly focusing our spending on 

major releases for the products we believe 
will generate the most revenue or profits in 
the future and should we be funding these 
activities to a greater level?  
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Figure 6:  Customer reported defects for three products for the past 
three years. When customers find defects they are expensive to fix, 
versus defects found early in the process by development or quality 
assurance. The measure is an indicator of quality risk. 

Figure 7:  An “at a glance” view of the impact of risks the company 
is facing, their likelihood of coming to fruition, and whether they involve 
“the team,” “technology” or “quality.” Vertical axis indicates magnitude 
of remediation in labor.

You might ask:
 » Shouldn’t customer 

reported defects be falling 
as the products stabilize 
and internal quality 
assurance improves? 

You might ask:
 » Tell us more about the 

high-likelihood staff risks 
and medium-likelihood 
quality risks you are facing, 
and what are we doing to 
mitigate.

 » For example, are there 
internal delays in hiring we 
need to resolve, changes in 
our recruitment, retention 
or management policies?

 » As for quality, are there 
issues with our choice 
of hardware or software 
platforms we need to 
address?
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major change that could obsolete your entire 
business model.

Consider breaking R&D spending into “R” 
(research,) “D” (development) and “M” 
(maintenance.)  In this context, “Research” means 
work on products that have not yet been defined 
and that might not ever ship. “Development” 
includes all work (including design, development, 
test and documentation) for products the 
company has defined and committed to deliver.  
“Maintenance” includes activities related to 

point and bug fix releases 
and second tier support 
activities, such as helping 
the support staff diagnose 
and solve customer 
problems.

Monitoring how much 
spending is going into 
each of these three areas 
is an essential first step to 
assessing how innovative 
you are.

Furthermore, monitoring both the status and the 
projected impact of new projects is also essential 
to measuring how innovative a company is and 
ensuring that resources allocated on lesser 
defined projects are being deployed towards high 
impact areas.  An innovation summary as shown 
in Figure 9 can provide helpful visibility at the 
board level and a context for relevant discussion. 

Figure 8:  By dollar amount, how much of the R&D 
budget is going to forward-looking research rather 
than developing current products, or maintaining 
existing code.

Figure 9:  Year-by-year the status of innovation 
projects and their expected impact on corporate 
objectives (high, medium, low).

You might ask:
 » What projects make up the big spike in 

proofs of concept in 2013, and what steps 
are being taken to move those forward to 
either approval or cancellation (Red Light / 
Green Light)?

 » For those projects most likely to go from 
proof of concept to green light, what 
are your estimates for the cost and time 
required to engineer them?

 » As we move closer to possible green 
lights, what steps can we take to verify 
our cost and revenue assumptions, and 
are they still a “high impact” fit with our 
corporate priorities?

You might ask: 
 » What can we do to 

reduce maintenance 
spending and boost 
research spending?

 » For what products 
or modules are 
maintenance costs 
rising?

 » Is the maintenance to 
fix bugs that matter 
to a critical mass of 
our customers? If not, 
how should we adjust 
our efforts?



No More Blind Faith

Because most boards are not very technical and 
many CTOs and other R&D leaders come from 
deep technical and strong academic backgrounds, 
board members are often reluctant to push them 
for metrics.

When a CEO, director, or even R&D leader 
proposes robust measurements and benchmarks 
for software R&D, he’ll often hear objections like 
“You can’t ask software engineers to take the 
time to track their progress” or “Our software 
is different from everyone else’s so you can’t 
compare our metrics to anyone else’s” or (our 
favorite) “You cannot schedule creativity.”

While each holds a kernel of truth, most are gross 
exaggerations and excuses from the mouths 
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of youthful, energetic, and sometimes brilliant 
engineers trying to avoid what they see as non-
value-added reporting tasks.

While it may be difficult to compare one software 
R&D organization to another, it is possible to track 
the performance of a single R&D organization to 
see if it is improving over time. Don’t agonize too 
much over which specific metrics to use in the 
dashboard. Rather, start by tracking some metrics 
such as those described in this article. That way 
you’ll have a baseline to track performance over 
time, and to start the discussion about whether, 
and how effectively, your R&D spend helps the 
bottom line.  If you do that, you will be ahead of 
the game and have provided a great service for 
your company.

For more information please email us at info@bulgerpartners.com,
follow me @jvogel1968, or visit www.bulgerpartners.com.


